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Abstract
Existing fiducial markers solutions are designed for efficient detection and decod-

ing, however, their ability to stand out in natural environments is difficult to infer from
relatively limited analysis. Furthermore, worsening performance in challenging image
capture scenarios - such as poor exposure, motion blur, and off-axis viewing - sheds
light on their limitations. E2ETag introduces an end-to-end trainable method for design-
ing fiducial markers and a complimentary detector. By introducing back-propagatable
marker augmentation and superimposition into training, the method learns to generate
markers that can be detected and classified in challenging real-world environments using
a fully convolutional detector network. Results demonstrate that E2ETag outperforms
existing methods in ideal conditions and performs much better in the presence of motion
blur, contrast fluctuations, noise, and off-axis viewing angles. Source code and trained
models are available at https://github.com/jbpeace/E2ETag.

1 Introduction
Visual tracking aims to locate targets as they move through the field of view, while main-
taining a consistent identification as targets disappear, reappear, and change their appearance
[4]. The identity assigned to targets is, in general, arbitrary and their exact location is often
represented via a bounding box [18] or a collection of key points [5, 14].

To obtain the precise location, identity, and pose of targets, one can use fiducial markers,
which are man-made objects designed to to be placed in (augment) a scene. Along with
algorithms to detect and classify them, they provide a plug-and-play tracking method that
is scene-agnostic. Perhaps the most well-known fiducial markers are QR codes. When
placed conveniently in front of a camera, QR codes can be detected and decoded efficiently
[16]. They are so ubiquitous that most modern cell-phone camera applications instantly
recognize and decode them by default. QR codes are capable of encoding thousands of bits
of information, but they are not designed to overcome difficult viewing conditions.

This work targets a sub-category of fiducial markers aimed at challenging image capture
scenarios. Within this category, several methods have been proposed by the research com-
munity [3, 7, 19]. Nearly all of them use two-dimensional bit encoding and heuristically
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Figure 1: Simplified model flowchart of E2ETag used to generate and detect fiducial markers.

designed detectors. While computationally efficient and reliable against false detections,
they are not explicitly designed to handle real-world challenges like motion blur and noise.

The fiducial marker method introduced here takes a machine-learnable approach to both
marker generation and detection. It relies on three stages that are end-to-end trainable, as
illustrated in Figure 1. The first stage generates the fiducial marker from a one-hot vector
using a transposed convolution. The second stage randomly augments the marker and su-
perimposes it into a real image. Finally, the third stage uses a fully-convolutional network
to detect the location, identity, and pose of the marker. The detector and generator learn to
adapt to severe augmentations and differentiate the marker from objects in real-world envi-
ronments.

The contributions of this work include:

� An end-to-end trainable framework for generating and detecting fiducial markers.

� Randomized, backpropagatable superimposition for simulated image capture.

� Analysis on the effectiveness of synthetic training for real-world applications.

� A methodology for evaluating the robustness of fiducial markers.

2 Related Work
Fiducial markers are designed to stand out from the environment and achieve a high detection
rate while being, at the same time, distinguishable from one another for multi-tag detection.
Traditionally, designs use a pre-determined library of decodable square patterns. ARToolKit
[12], one of the earliest fiducial markers, features an arbitrary pattern enclosed by a black
border (Figure 2(a)). Performance is limited by the number of patterns and the camera
resolution. The arbitrary nature of its content also makes inter-tag classification difficult to
guarantee. ARTag [9] proposed to fix this by using binary block patterns and introducing
error-correction coding into its design (Figure 2(b)).

RuneTag [3] (Figure 2(c)) exploits the projective properties of circular dot patterns and
error-correction coding. The dots form one or more concentric circles, and the fact that both
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(a) ARToolkit (b) ARTag (c) RUNEtag (d) reacTIVision

(e) BullsEye (f) FourierTag (h) CALTag (i) AprilTag (j) ChromaTag

Figure 2: Examples of existing fiducial marker designs.

rings and dots appear elliptical under projective transformation makes decoding straight-
forward. This design is robust under partial occlusion, blur, and noise. The authors of
reacTIVision [2] proposed topology-based irregular shapes for fast detection (Figure 2(d)). It
supports a large number of markers, with a size that changes based on the number of encoded
features. The design was originally proposed for table-based musical instruments [11] but
can serve as a general-purpose marker. BullsEye is another topological pattern targeting
the same applications as reacTIVision [13] (Figure 2(e)). It improves upon the precision of
reacTIVision and introduces GPU-enabled detection, however, both of these methods target
two-dimensional location and orientation and require multiple markers for pose estimation.

FourierTag [20] encodes information in the amplitude of a marker’s Fourier transform
(Figure 2(f)). It is designed to gradually degrade the quality of encoded information as dis-
tance increases and/or viewing angles worsen, instead of being unrecognizable abruptly. The
high-order bits are encoded with low frequencies and low-order bits with high frequencies.
As a result, the encoded bits have variable length depending on the viewing distance.

CALTag [1] (Figure 2(h)) proposes a high-density marker design as an alternative to
checkerboard patterns and uniquely identifiable markers, with the application of camera cal-
ibration in mind instead of augmented reality. It offers an automatic processing procedure
without parameter fine-tuning, which benefits multi-camera applications.

AprilTag [17, 19] was designed to improve upon ARTag (Figure 2(i)). It proposes a
grid of black and white blocks that serve as a binary payload with guaranteed minimum
Hamming distance between markers undergoing 0, 90, 180, and 270 degree rotations. It
was originally designed to handle partial-occlusion recovery, but the authors concluded that
occluded markers were rarely useful and they instead targeted detection and decoding speed.

ChromaTag [7] features adjacent red and green blocks surrounded by black and white
rings (Figure 2(j)). The red and green pattern is rare in natural scenes and reduces initial
false detections. The black and white rings provide high contrast for localization. In the
CIELAB color space, each color in the design has a consistent value in the A channel and a
different value in the B channel, making the design easy to detect and decode.

Existing designs use hand-crafted patterns and detection algorithms. It is unclear if de-
tection is optimized for the marker or vice versa. To the best of our knowledge, the method
introduced in this paper is the first end-to-end trainable fiducial marker solution. The marker
designs are jointly optimized with their detector, allowing for designs that learn to stand out
from the environment while simultaneously learning to look different than each other.

3 Method
The model used during training is composed of a three-stage generator/augmenter/detector
network (Figure 1). The first stage generates markers through a transposed convolution.
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